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Whatis R?

R is an Open Source scripting language and environment for
statistical computing and graphics http://www.R-project.org/

Started in 1994 as an Alternative to SAS, SPSS and
other proprietary Statistical Environments

An integrated suite of software facilities for data manipulation,
calculation and graphical display

Millions of R users worldwide
« Widely taught in Universities
- Many Corporate Analysts and Data Scientists know and use R

Thousands of open sources packages to enhance
productivity such as:

 Bioinformatics with R

« Spatial Statistics with R

« Financial Market Analysis with R
* Linear and Non Linear Modeling

Copyright © 2020 Oracle and/or its affiliates.

Topics

Bayesian
ChemPhys
ClinicalTrials
Cluster

Databases
DifterentialEquations
Distributions
Econometrics
Environmetrics
ExperimentalDesign
ExtremeValue
Finance
FunctionalData
Genetics

Graphics

Bayesian Inference

Chemometrics and Computational Physics

Clinical Trial Design, Monitoring, and Analysis

Cluster Analysis & Finite Mixture Models

Databases with R

Differential Equations

Probability Distributions

Econometrics

Analysis of Ecological and Environmental Data

Design of Experiments (DoE) & Analysis of Experimental Data
Extreme Value Analysis

Empirical Finance

Functional Data Analysis

Statistical Genetics

Graphic Displays & Dynamic Graphics & Graphic Devices & Visualization

HighPerformanceComputing High-Performance and Parallel Computing with R

o ———

Machinel earning
Medicallmaging

MetaAnalysis
MissingData

ModelDeployment
Multivariate

Hydrological Data and Modeling
Machine Learning & Statistical Learning
Medical Image Analysis

Meta-Analysis

Missing Data

Model Deployment with R

Multivariate Statistics

Naturall anguageProcessing Natural Language Processing

NumericalMathematics

OfficialStatistics
Optimization
Pharmacokinetics
Phylogenetics
Psychometrics

ReproducibleResearch

Robust
SocialSciences
Spatial
SpatioTemporal
Survival
TeachingStatistics

TimeSeries
Tracking
WebTechnologies
gR

Numerical Mathematics

Official Statistics & Survey Methodology
Optimization and Mathematical Programming
Analysis of Pharmacokinetic Data
Phylogenetics, Especially Comparative Methods
Psychometric Models and Methods
Reproducible Research

Robust Statistical Methods

Statistics for the Social Sciences

Analysis of Spatial Data

Handling and Analyzing Spatio-Temporal Data
Survival Analysis

Teaching Statistics

Time Series Analysis

Processing and Analysis of Tracking Data

Web Technologies and Services

gRaphical Models in R



http://www.r-project.org/

Why data scientists | statisticians | data analysts use R

R is a statistics language similar to Base SAS or SPSS statistics

R>n<-5
R> g <= glin, 100, n¥100}

R> x <= rnormi{n¥100} + sqrti{codes{g}>

R> boxplot{splitix,g}, col="lavender", notch=TRUE}

R> titlei{main="Notched Boxplots", xlab="Group", font.main=4, font,lab=1}
R>

R> ctl <- c{4.17,5.58,.5.18,6,11.4,50,4,61,5,17,4,53,5,33,5.14>

- -
R> trt <- c(4,81.4,17,4,.41,3,59,5,87,3.83,6,03,4.,89,4,32,.4,69>
R> group <- gl{2,10,20,labels=c{"Ct1", "Trt"}}
[ | R> weight <- cictl, trt}

R> anovailm.DS9 <- lm{weight“groupi}

Math can be beautiful ...

Analysis of VYariance Table =
Response: weight Given : depth
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Analytic Pain Points C &

It takes too long to get my data or to get the ‘right’ data
| can’t analyze or mine all of my data — it has to be sampled

Putting analytics/predictive models and results into production is
ad hoc and complex

Recoding R or other models into SQL, C, or Java takes time and is error prone
Our company is concerned about data security, backup and recovery
We need to build 10s of thousands of models fast to meet business objectives

See the blog series at
https://blogs.oracle.com/R/entry/addressing_analytic_pain_points
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Oracle Machine Learning
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Oracle Machine Learning differentiators

Work directly with data in Database and Hadoop

Eliminate need to request extracts from IT/DBA — immediate access to database and Hadoop data
Process data where they reside — minimize or eliminate data movement

Scalability and Performance

Use parallel, distributed algorithms that scale to big data on Oracle Database

Leverage Exadata-class machines to build models on billions of rows of data

Ease of deployment

Using Oracle Database, place R, Python, and SQL scripts immediately in production (no need to recode)
Use production quality infrastructure without custom plumbing or extra complexity

Process support

Maintain and ensure data security, backup, and recovery using existing processes

Store, access, manage, and track analytics objects (models, scripts, workflows, data) in Oracle Database

Copyright © 2020 Oracle and/or its affiliates.



ORACLE Oracle Machine Learning
APPLIGATIONS OML4SOL  OML Notebooks
SQL AP with Apache Zeppelin on

Autonomous Database

OML4R Oracle Data Miner

R AP Oracle SQL Developer extension
OML4Py* OML4Spark
Python API R APl on Big Data
OML AutoML UI*

Code-free AutoML interface
on Autonomous Database

OML Services*™

Model Deployment and Management,
Cognitive Text

* Coming soon
Copyright © 2020 Oracle and/or its affiliates.
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Oracle Machine Learning interfaces to Oracle Database

Tool

@ Apache Zeppelin

Python client,
ﬂprtEF
“-w” Jupyter Notebooks

3 SQL Developer
~©® SQL*Plus

Studio R client,
RStudio

"
\.\*'6 SQL Developer

Copyright © 2020 Oracle and/or its affiliates.

Oracle Machine Learning

Component

OML Notebooks —

OML4Py*

OMLA4SQL

OML4SQL
OML4Py*
OML4R*

OML4R

Oracle Data Miner

P 3 o
Coming soon

Data Management Platform

Oracle Database

Database
Cloud Service




Oracle Machine Learning Algorithms and Analytics

CLASSIFICATION REGRESSION * FEATURE EXTRACTION

Naive Bayes Linear Model Principal Comp Analysis (PCA)
Logistic Regression (GLM) Generalized Linear Model (GLM) Non-negative Matrix Factorization
Decision Tree Support Vector Machine (SVM) Singular Value Decomposition (SVD)
Random Forest Stepwise Linear regression Explicit Semantic Analysis (ESA)
Neural Network Neural Network

Support Vector Machine (SVM) LASSO * ROw IMPORTANCE
Explicit Semantic Analysis XGBoost* * CUR Decomposition
X
NSRS ATTRIBUTE IMPORTANCE  RANKING
ANOMALY DETECTION « Minimum Description Length « XGBoost*
* One-Class SVM  Principal Component Analysis (PCA)
« MSET-SPRT* + Unsupervised Pair-wise KL Div . TAﬁ)g(Zrmlrwstﬁ sp%':fgthcolumns
CLUSTERING CUR decomposition for row & Al « Tokenization and theme extraction
» Hierarchical K-Means ASSOCIATION RULES » Explicit Semantic Analysis (ESA)
 Hierarchical O-Cluster A priori/ market basket
» Expectation Maximization (EM) * STATISTICAL FUNCTIONS
. PRED!CTWE QUERIES « min, max, median, stdev, t-test, F-
* TIME SERIES » Predict, cluster, detect, features test, Pearson’s, Ch]_Sq’ ANOVA, etc.
 Forecasting - Exponential Smoothing
» Includes popular models * SQL ANALYTICS R AND PYTHON PACKAGES
e.g. Holt-Winters with trends, * SQL Windows « Third-party R and Python Packages
seasonality, irregularity, missing data  * SQL Patterns through Embedded Execution
* SQL Aggregates « Spark MLIib algorithm integration

* -
Copyright © 2020 Oracle and/or its affiliates. NeW n ZOC E



Oracle Machine Learning Notebooks
Autonomous Database as a Data Science Platform

Collaborative Ul
» Based on Apache Zeppelin

e Supports data scientists, data analysts,
application developers, DBAs with SQL and Python

 Easy sharing of notebooks and templates

* Permissions, versioning, and execution scheduling
Included with Autonomous Database

« Automatically provisioned, managed, backed up

* In-database algorithms and analytics functions

* Explore and prepare, build and evaluate models,
score data, deploy solutions

« Soon to be augmented with R

Copyright © 2020 Oracle and/or its affiliates.
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— ORACLE" Machine Learning
€ Back
Credit Score Predictions _ ECIEGE
Review Data by Occupation FINISHED [> 3% BB &
%sql

-- This shows an alternative presentation style - a pie chart. MNote that Zepplin
visualizations are limited. In lab 488 we will use Oracle Data Visualization to
create more more interesting perspectives.

select customer_id, age, income, tenure, loan_type, loan_amount, occupation,

marital status
from credit scoring 1eek v where rownum < 10080

E m ¢ M | = & |+ settings~

@ Professional Clerical @ Farmer Manager @ Worker NaN @ Army

Technician
Technician
Army

‘ofessional

Worka»
‘Clerical
armer

Manager




Oracle Machine Learning for SQL
Empower SQL users with immediate access to ML included with
Oracle Database and Oracle Autonomous Database

In-database, parallelized, distributed algorithms

* No extracting data to separate ML engine SQL Interfaces OML Notebooks
» Fast and scalable st pencioner B
- Batch and real-time scoring 0 &

« Explanatory prediction details
ML models as first-class database objects
» Access control via permissions
» Audit user actions
* Export / import models across databases

©

Leverage ML across Oracle stack Oracle Database Oracle
with OML Autonomous
Database

Copyright © 2020 Oracle and/or its affiliates.




Oracle Data Miner User Interface
Create analytical workflows — productivity tool for data scientists — enables citizen data scientists

SQL Developer Extension
for Oracle Database
on premise and DBCS

Automates typical data
science steps

Easy to use drag-and-
drop interface

Analytical workflows quickly
defined and shared

Wide range of algorithms
and data transformations

Generate SQL code for
immediate deployment

Copyright © 2020 Oracle and/or its affiliates.
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Oracle Machine Learning for R and Python
Empower data scientists with open source environments

Oracle Database as HPC environment

In-database parallelized and distributed
machine learning algorithms

Manage scripts and objects in Oracle Database
Integrate results into applications

and dashboards via SQL or REST
OML4Py automated machine learning

Copyright © 2020 Oracle and/or its affiliates.

OML Notebooks |

REST Interface
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SQL Interface :—6
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Sample Use cases

Detect fraud in customer transactions, insurance claims

ldentify which patients are at risk of developing certain conditions
Target the right customer with the right offer

Discover hidden customer segments

-orecast customer demand for a product or service 8
-ind most profitable selling opportunities
Anticipate and preventing customer churn

ldentify customers likely to churn and why
Security and suspicious activity detection
Understand sentiments in customer conversations
Understand influencers in social networks L
Predict credit risk

e O
g

N2

(sle (=2
=ie

(

(ﬁ“_,
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Oracle’s R Technologies
Supporting R, Oracle Database, and Big Data Appliance/Hadoop

———

Oracle R Distribution

Software available to
R Community for free

ROracle -

Oracle Machine Learning for R

Included with Oracle Database license and Oracle Database Cloud Service

Oracle Machine Learning for Spark

Component of the Big Data Connectors Software Suite and Big Data Service

Copyright © 2020 Oracle and/or its affiliates.



Oracle R Distribution
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Oracle R Distribution

Ability to dynamically load

R + Intel Math Kernel Library Oracle

AMD Core Math Library
ORACLE Solaris Sun Performance Library Su PPO rt

« An Oracle-Supported Redistribution of Open Source R, now R 3.6.1
- Enhanced linear algebra performance via dynamically loaded libraries
- Improve performance at client and database for embedded R execution

- Enterprise support for customers of Oracle Advanced Analytics option,
Big Data Appliance, and Oracle Linux

- Free download
 Oracle contributes bug fixes and enhancements to open source R

Copyright © 2020 Oracle and/or its affiliates.




ORD Performance with MKL

Oracle R Distribution 3.6.1 + MKL- x64 Benchmark Results Oracle R Distribution 3.6.1 - x64 Benchmark Results
ORD .MKL.1thread ORD.Netlib.1thread
ORD.MKL.4threads ORD.MKL.1thread A
ORD .MKL.8threads ORD.MKL. 4threads A
ORD.MKL 8threads
100 400
) p—
80 (7))
'8 T 300
o S
o 60 - S
L O 200
@ &
40
= £
= = 100 -
- — 100
0 o 0 -
q’&@ Q*@
& &
& 3% S O%
) & & &
& S
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ROracle Package
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ROracle

R package enabling scalable and performant connectivity to Oracle Database
» Open source, publicly available on CRAN
 Oracle is maintainer

Oracle Database Interface (DBI) for R

* Re-implemented and optimized driver based on OCI
« Execute SQL statements from R interface
« Enables transactional behavior for insert, update, and delete

Oracle Database

-

ORACLE
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ROracle Example - enabling transactional behavior

drv <- dbDriver ("Oracle")

con <- dbConnect (drv, username = "scott", password = "tiger")
dbReadTable (con, "EMP")

rs <- dbSendQuery(con, "delete from emp where deptno = 10")

dbReadTable (con, "EMP")
1f (dbGetInfo(rs, what = "rowsAffected") > 1) {

warning ("dubious deletion -- rolling back transaction")
dbRollback (con)

}
dbReadTable (con, "EMP")

28 Copyright © 2020 Oracle and/or its affiliates.




Oracle Machine Learning for Spark
(OML4Spark)




Oracle Machine Learning for Spark Spark

R Language API Component to Oracle Big Data Connectors

Leverage Spark 2 environment for powerful Java AP
data preparation and machine learning R Client ==
Use data across range of Data Lake sources

Achieve scalability and performance using
full Hadoop cluster

Parallel and distributed ML algorithms from

native and Spark MLIib implementations Spﬁﬁ(\z spﬁﬁ'é’ Spaik’

HDFS | HlvedS ark DF |
Impala | IDBC ources

Ep

Spor‘l'(\z
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APACHE&

Oracle Machine Learning for Spark Spark

R Language API Component to Oracle Big Data Connectors

Transparency layer
* Proxy objects reference data from file system, HDFS, Hive, R Client &= Java API
Impala, Spark DataFrame and JDBC sources

 Overloaded R functions translate functionality to native OML4Spark
language, e.g., HiveQL for HIVE and Impala
« Users manipulate data via standard R syntax
Parallel, distributed machine learning algorithms

HDFS | Hive | Spark DF |

 Scalability and performance leveraging full Hadoop cluster Impala | JDBC Sources
« Spark-based custom LM, GLM, NN, K-Means plus Spark MLIib e e e
« Use expressive R Formula specification Seark™  Spark™  Spark”  Sp
. I
Compute framework with custom R

mappers/reducers

« Data-parallel and task-parallel execution
 Allows for open source CRAN packages run on Cluster Nodes

Copyright © 2020 Oracle and/or its affiliates.
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OMLA4Spark Performance

OMLA4Spark vs. Spark MLIib
for GLM Logistic Regression

Logistic Regression (GLM)
Data fits in memory
» Up to 7x faster than Spark MLIib

Data cannot fit memory
 Able to solve a 10B row model

Benchmark environment

« ORAAH 2.8.0
» Big Data Appliance X7-2 - n B I

» 6 Nodes, 256GB of RAM per Node 100K ™ o 163t 18 108

Dataset Size (# rows)

1,000

100

Execution Time (seconds)

—_
o

B OML4Spark MLIib

Formula: cancelled ~ distance + origin + dest + as.factor(month) + as.factor(year) + as.factor(dayofmonth)
+ as.factor(dayofweek) + as.factor(flightnum)

Copyright © 2020 Oracle and/or its affiliates.




Oracle Machine Learning for R
(OMLA4R)




Traditional R and Database Interaction

read Flat Files extract / export

«— «—
R export |
SQL :

RODBC / RIDBC / ROracle

Access latency
_ Paradigm shift: R > SQL 2> R
crom b Memory limitation — data size, call-by-value
Single threaded
Ad hoc production deployment
Issues for backup, recovery, security

Database

ORACLE
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Oracle Machine Learning for R
Component of Oracle Database

Use Oracle Database as
HPC environment

Use in-database parallel and
distributed machine learning algorithms

Manage R scripts and R objects
in Oracle Database

Integrate R results into applications
and dashboards via SQL

37 Copyright © 2020 Oracle and/or its affiliates.

SQL Interfaces
SQL*Plus,
SQLDeveloper, ...

Oracle Database

%EEE S Server

stats .
User tables Machine

Database




Oracle Machine Learning for R
Component of Oracle Database

Transparency layer
 Leverage proxy objects so data remains in database
 Overload R functions translating functionality to SQL
« Use standard R syntax to manipulate database data
Parallel, distributed machine learning algorithms
» Scalability and performance
» Exposes in-database algorithms from OML4SQL

 Additional R-based algorithms executing
at database server

Embedded R execution
* Manage and invoke R scripts from Oracle Database
» Data-parallel, task-parallel, and non-parallel execution
» Use open source CRAN packages

38 Copyright © 2020 Oracle and/or its affiliates.

SQL Interfaces

SQL*Plus,
SQLDeveloper, ...
Oracle Database Database
E"%E L Bl Server
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User tables Machine




Book on Oracle R Enterprise (OML4R)

Available on Amazon

Oracle R Enterprise

Harnessing the Power of R in Oracle Database: Transform

Your Organization’s Big Data Into Valuable Assets

39
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Oracle R Enterprise
Harnessing the Power
of R in Oracle Database

Transform Your Organization’s Big Data
Into Valuable Assets

" Oracle
Brendan Tierney S i
Oracle ACE Director
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https://www.amazon.com/Oracle-Enterprise-Harnessing-Power-Database-ebook/dp/B01KUG74VG/ref=dp_kinw_strp_1

OML4R Algo rithms ...plus open source R packages for algorithms in combination with
embedded R data- and task-parallel execution

Classification Clustering Market Basket Analysis

: Dec.isi.on Tree « Hierarchical k-Means  Apriori - Association Rules
* Logistic Regression - Orthogonal Partitioning
* Nalve Bayes » Expectation Maximization

 Support Vector Machine
« RandomForest

Feature Extraction
Attribute Importance
_ * Nonnegative Matrix Factorization

. Linear Model « Minimum Description Length * Principal Component Analysis
 Generalized Linear Model * Singular Value Decomposition
« Multi-Layer Neural Networks * Explicit Semantic Analysis

* Stepwise Linear Regression

 Support Vector Machine
* 1 Class Support Vector Machine » Single Exponential Smoothing
« Double Exponential Smoothlng

Supports automatic data preparation, partitioned model ensembles, integrated text mining

Copyright © 2020 Oracle and/or its affiliates.



Invoke in-database aggregation function R> agadata <~ aggregate(ONTIHE_SSIEST,
by = list{ONTIME_S$DEST),
+ FUM = length)
R clazs{aggdata)
[1] "ore,.frame"
aggdata <- aggregate (ONTIME S$DEST, attr(, "package” )
-~ [1] "OFEbaze
by = list (ONTIME SSDEST), R head!aggdata)
FUN = length) Group,l  x
class (aggdata) E EEE E%i
head (aggdata) 2 ABD 1357
3 EBY 10
\ 4 BCK 3
|5 ACT 33
Source data is an ore.frame ONTIME_S, R User on deskto
which resides in Oracle Database P
_ _ _ select DEST, count(*)
The aggregate() function has been Client R Engine from ONTIME_S
overloaded to accept ORE frames \é : group by DEST
] Transparency Layer
aggregate() transparently switches OML4R
between code that works with standard R

data.frames and ore.frames
- Oracle Database

Returns an ore.frame EE%E In-db

stats

User tables
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ore.groupApply - partitioned data flow

"“-:I‘-. BN Y o

o F .

modList <- ore.groupApply (
X=ONTIME_S,
INDEX=ONTIME S SDEST,
function(dat) {
1m (ARRDELAY ~ DISTANCE + DEPDELAY, dat)
});

summary (modList$BOS) ## return model for Boston

Client R Engine

1/>

/ Oracle Database

Also includes
« ore.doEval

* ore.tableApply

 ore.rowApply

 ore.indexApply

Copyright © 2020 Oracle and/or its affiliates.
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Select important
predictors with
ore.odmAl

In-database
processing eliminates
moving data
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Q- = - =) B Project: (Nong] -
#7] OREdemo.R * 2720150914 Short Demo Script.R % 7 20160127 Scaling R to Mew Heights ... @] spiralPlot.R % @7 TextMinit 3 == | Environment  History ==l
5 I“.\“Q"S:Jurceon Save Q /- 3 |[=#Run | 4% | | _*+Source - . E— Help | Viewer —_
" " ~
335 ore.sync(table="AUTO") & ,@Zoom 3 Export~ | @] 2, |:.;;?_—_:| <%, Publich
442 # Attribute Importance - which wariables are most predictive of the target?
443
. N Attribute Importance for AUTO dataset
446 resfimportance # No surprise that mpg variants predict mpg very well!
447
448 # the following sets the bottom, left, top and right margins respectively
449 old.par <- par(mar=c(5,8,4,2.1))
450 barplot(resiimportancesimportance, names.arg=row.names(resiimportance),
451 cex. names=. 75 ,col="red"” ,main="Attribute Importance for AUTO dataset™, acceleration
452 x1ab="Importance Value”,las=1,horiz=TRUE}
453  pari(old.par)
454
455 #-- choose wvariables with importance = 0.1
456 wars «<- row.names(resiimportance[ressimportancesimportance = 0.1,]1)
457  AUTO.ail <- AUTOL,c("mpg™," " name”,vars)] ml name
453 |—|
459 # 5ingle Model - Regression
460
461 mpg.svm.mod <- ore.odmSVM(mpg ~ .-name, AUTO.ai, "regression”) # Tinear kernel chosen
462  summary(mpg.svm.mod)
463 year
464 res <- predictimpg.swvm.mod, AUTO,supplemental.cols=c{"name", "mpg"))
465 class(res)
466 headi(res)
467
468 #-- highlight those with the greatest difference from predicted values
469 restdiff «<- resiPREDICTION - resimpg I arigin
470 resSabsdiff <- abs(residiff) =
471 ;| = - 1l 3
AT
454:1 | B3 (Untitled) 2 R Script =
LSS =i= horsepower
importance rank -
cylinders 0. 657608467 1
weight 0.595553055 2
dizplacement 0.586937157 3
horsepower 0.509443482 4
origin 0.191069576 5 displacement
wear 0. 009964736 6
name 0. 000000000 7
acceleration -0.053014510 8
= resfimportance # No surprise that mpg variants predict mpg very well!
importance rank weight
cylinders 0. 657608467 1
weight 0.595553055 2
displacement 0.586937157 3
har=sepower 0.509443482 4
origin 0.191069576 5
year 0.009964736 ] cylinders
o 7
B

# the following setz the bottom, left, top and right margins respectively
old. par <- pari{mar=c(5,8,4,2.1)) I
barplot(resfimportancefimportance, names.arg=row.names(resfimportance),
cex. names=, 75 ,col="red"” ,main="Attribute Importance for AUTO dataset"”, 0.0 0.1 0.2 0.3 0.4 0.5 0.6
x1ab="Importance Value"”,las=1,horiz=TRUE)
par{old. par)

m

Vo o 4w

Importance Value

1




Embedded R Execution - SQL Interface

For model build and batch scoring

begin
—--sys.rqScriptDrop ('Example2')
sys.rqgScriptCreate ('Example2’',
'function (dat,datastore name) {
mod <- 1lm(ARRDELAY ~ DISTANCE + DEPDELAY, dat)
ore.save (mod, name=datastore name, overwrite=TRUE)
TRUE
P
end;

/

select *
from table (rgTableEval (
cursor (select ARRDELAY,
DISTANCE,
DEPDELAY
from ontime s),
cursor (select 1 "ore.connect",
'myDatastore' as "datastore name"
from dual),
'XML' ,
'Example2' ));

begin

--sys.rgScriptDrop ('Example3"')

sys.rqScriptCreate ('Example3’',

'function(dat, datastore name) {
ore.load(datastore name)
prd <- predict(mod, newdata=dat)
prd[as.integer (rownames (prd) )] <- prd
res <- cbind(dat, PRED = prd)

res}');
end;
/
select *

from table (rqTableEval (
cursor (select ARRDELAY, DISTANCE, DEPDELAY
from ontime s
where year = 2003
and month = 5
and dayofmonth = 2),
cursor (select 1 "ore.connect",
'myDatastore' as "datastore name" from dual),
'select ARRDELAY, DISTANCE, DEPDELAY, 1 PRED from ontime s',
'Example3'))
order by 1, 2, 3;
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Statistics via R Interface

Special Functions Density, Probability, and
« Gamma function Quantile Functions
« Natural logarithm of the Gamma « Beta distribution
function

 Binomial distribution

Digamma function

Trigamma function « Cauchy distribution

e Error function ° Chi-Square distribution

« Complementary error function * Exponential distribution
Tests « F-distribution

» Chi-square, McNemar, Bowker « Gamma distribution

* Simple and weighted kappas  Geometric distribution

« Cochran-Mantel-Haenzel correlation
« Cramer'sV
* Binomial, KS, t, F, Wilcox
Base SAS equivalents
* Freq, Summary, Sort
* Rank, Corr, Univariate

« Log Normal distribution
» Logistic distribution
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Negative Binomial distribution

Normal distribution
Poisson distribution
Sign Rank distribution
Student's t distribution
Uniform distribution
Weibull distribution
Density Function
Probability Function
Quantile




Third-Party

e RStudio Server

| — with OMLA4R Client

-~ Open Source R or ORD
——"Web browser ”

3
L
I

el
e

e
l&‘ﬁ‘i&f'} i
ML

|

Y

OAC / OAS
OBIEE
Oracle Data Visualization
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v

~—/OMLA4R Client
Open Source R or ORD

R Script
Repository

R Object
Datastore

S

S

BDA / Hadoop

Big Data SQL

Oracle Database
Oracle DBCS
ORD




Summary

Oracle supports interfaces for SQL, R, Python, and a no-code Ul for
iIn-database machine learning
Oracle enables R users with advanced analytics on Big Data

e Oracle Database

 Big Data Appliance and Cloudera/Hortonworks clusters
with Oracle Machine Learning for Spark

Oracle’s R technologies extend open source tools for Enterprise use
 Data analysis, exploration, and machine learning
» Simplified application development
* Production deployment

Enables high performance, scalability, and ease of production deployment
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For more information...

oracle.com/machine-learning

Database / Technical Details /
Machine Learning

Oracle Machine Learning

The Oracle Machine Learning product family enables scalable data science projects. Data scentists, analysts, developers, and IT can achieve data science
project goals faster while taking full advantage of the Oracle platform.

Oracle Machine Learning consists of complementary components supporting scalable machine learning algorithms for in-database and big data
environments, notebook technology, SQL and R APIs, and Hadoop/Spark environments.

See also AskTOM OML Office Hours
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https://asktom.oracle.com/pls/apex/asktom.search?office=6801#sessions

Thank You

Mark Hornick
Oracle Machine Learning Product Management
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